Interactive comment on “A 500-year multi-proxy drought reconstruction for the Czech Lands” by Petr Dobrovolný et al.

McCarroll (Referee)
d.mccarroll@swansea.ac.uk

Received and published: 29 January 2019

This paper combines some previously published, and very powerful hydroclimate proxies to produce a multi-proxy reconstruction of April to July drought variability (Palmer moisture anomaly index). However, the variable length of the proxy series, and the virtual collapse of signal for some of the longer ones in the 20th Century, means that the calibration and verification rests on a very short period of common overlap with instrumental measurements. Given the way that the data have been treated, and the very short and early calibration period, I am not convinced that the conclusions of this paper are robust. The individual series have already been used to produce excellent palaeoclimate reconstructions and I see limited value in this compilation. I list my main concerns.

1. The short and early calibration/verification period is clearly acknowledged by the authors and they have performed a wide range of analyses to test it. However, I strongly suspect that their methods, when applied to such a short period, are resulting in over-fitting of a model to target data, and the available instrumental data are not sufficient to really test that.

Short calibration periods are a serious problem, and for some proxies, particularly historical data, they are unavoidable. This team has led the way in dealing with those problems in their earlier papers. However, when proxies are combined using multivariate methods, such as those used in this paper, the problems are greatly multiplied. When we only have a single proxy the relationship between the proxy and the target is defined over the calibration period and then we re-scale the proxy using (typically) either regression or variance scaling. The strength of the correlation gives us an indication of the uncertainty in our scaling parameter. However, with several proxies we are not just dealing with uncertainty in scaling, but in uncertainty in the WEIGHT of each proxy in defining that scaling. In this paper the weights are defined over a very short period using a combination of step-wise regression and PCA analysis. With such a short period of overlap it is not possible to test (robustly) whether the weights are stable over time. Using PCA of several proxies it is almost inevitable that the model will produce a composite (a model) that correlates well with the target, the question is whether an independent period would produce a model with similar weightings.

The evidence presented in the paper strongly suggests that if the data could be extended into the more recent period a model would NOT have the same weightings, because the quality of some of the proxies deteriorates (for good reason probably). Before the calibration period there are certainly intervals where the various proxies do not correlate with each other very well and where the relative strength of between-proxy correlations change over time (Fig. 2). This gives me little confidence that the weightings in the model are likely to be consistent over time, which likely means that the model presented is over-fitted to the data. That is why it explains so much of the
The authors try to test the validity of the short calibration period using standard calibration and verification tests, but this is not a good test in this case. First it is not clear to me whether the whole procedure of building the model and defining the weights is conducted independently over the two 25yr periods. It is not useful to just compare the PC values defined over the whole period. If the models have been computed independently then give the weightings.

Even if the models have been computed completely independently, comparing two contiguous 25yr periods is a very weak test, and especially so in this case because the mean value of the Z-index appears to be almost the same across the two periods. If this is the case then the RE and CE tests are not much use. The CE test in particular is used specifically to test the ability of a model to capture a change in level, and if there is no change in level it is redundant. Overall they are used to test for temporal coherence and 25 years is just too short to test that.

The multiple re-sampling of 25 years out of 50, without replacement (Fig. 7) is pointless. If the model is over-fitted (I mean the weights of the proxies) and the overall correlation over 50 years is therefore very strong, then even taking the 25 years with the highest squared error (that is the worst possible selection) will still result in a high correlation- otherwise the overall correlation could not be that high.

The critical point here is that the statement (p. 6 line 32) that 'this demonstrates that the hydroclimate signal included in the PC1 scores transformed from the original four proxy series is strong and stable over time' is not robust. Similarly the statement that the 95% error bars do not have to be adjusted because the R-bar before 1800 (p. 7 l5) is not robust because it assumes that the weightings attributed to the 4 proxies in the PC are perfect. It is the uncertainty in those weights that will contribute most to the uncertainty of the reconstruction.

3. The authors compare the regression and variance scaled approaches using various metrics. Given the very high correlation between PC1 and the target that is not surprising. As r approaches one then the regression and variance scaled reconstructions become effectively the same thing. The critical test in this case is the capture of extremes. Hydroclimate reconstructions that do not capture hydroclimate extremes are of limited value. In this case, despite the very high r-value, only one of the 5 wettest years was captured by the regression model. There seems to be an asymmetry in the ability of the models to capture extremes- they are better at dry years than wet ones. That is critically important for reconstructing the past, given the dire consequences of runs of wet summers for agrarian societies.

4. The conclusions of this paper relate to the most severe periods of hydroclimate in the past 500 years. That is the bit that will be of most interest to the wider scientific community. However, what are the consequences of the de-trending of the data sets for this analysis?

I struggle to detect exactly how much de-trending has been applied to the individual data sets, and in figure 2 it says ‘smoothed by a low-pass filter’. In the abstract it says ‘the new Z-index reconstruction does not capture any long-term trends beyond the multi-decadal domain’. I take this to mean that the low-frequency information has been lost. How then is it possible to come to the main conclusion of the paper, which is that ‘Central Europe has recently experienced the most severe decadal-scale... drought of the last 500-years’.

I presume that the term ‘decadal scale’ is supposed to convey something about the loss of low-frequency, but that is going to be lost on most readers and I am not sure exactly what it means. What we really want to know is whether the recent drought is more extreme than any drought of similar magnitude in the last 500 years. Just as we want to know whether 21st century temperatures are similarly extreme. If the proxy data have been de-trended then that information has been removed. The use of phrases like ‘decadal scale’ is not helpful, it is obscuring the problem, not helping to illuminate it.
In conclusion I am afraid I am not in favour of publishing this paper. I strongly suspect that it is based on over-fitting a multivariate model to a calibration that is too short. The result is an explained variance that is unrealistically high and error bars that are far too optimistic.

Of most concern is the strong conclusions that are drawn in relation to the extremity of recent decades. This kind of conclusion is critically important for the study of climate change, and as a community we have to be confident that when we say ‘the recent decades are really unusual’ that we are crystal-clear about the evidence and the uncertainty. In this case, the use of multivariate methods applied over such a short and early calibration period, and the influence of de-trending, make me very nervous about coming to such a firm conclusion. Adding phrases like ‘decadal scale’ is really not helpful to anyone.

The proxy series on which this paper is based have already been published, and the documentary and grape-harvest data in particular have provided beautiful climate reconstructions. Those reconstructions are not perfect, but the methods used to produce them are transparent and the strengths and weaknesses are reasonably clear to the rest of the community. I strongly feel that by combing these 4 proxy series nothing has really been added. The multi-proxy reconstruction appears very strong, but it is probably just over-fitted to the short calibration period, and the multivariate analysis obscures the relative contributions of the different data sets, so that it is much more difficult to assess strengths and weaknesses of the final reconstruction.

I am sorry to be negative about such a well prepared and well written manuscript by such a strong team.