Interactive comment on “HadISDH: an updated land surface specific humidity product for climate monitoring” by K. M. Willett et al.

K. M. Willett et al.
kate.willett@metoffice.gov.uk

Received and published: 27 February 2013

Thank you for your support on this work. Your comments provide very useful areas for improvement. I hope you are happy with how we have addressed these – as described in line below. Changes to the text are shown in red. We have changed a few of the figures in addition to comments made by reviewers (e.g., Fig. 5 now shows the ratio of raw to homogenised trends as opposed to difference because this clearly shows gridboxes where the trend is of the same direction vs where the homogenisation has changed the direction of the trend). All amended figures are shown at the end of this report. We have also taken the opportunity to update to the end of 2012 and rectify a problem with the sea level pressure algorithm that became apparent during our revisions (see our response to your comment #7 related to the station pressure).
This means that all of the figures have been updated and some of the numbers in the text have changed slightly reflecting the extra year of data, the new SLP algorithm and also some retrospective changes to the ISD source database that we have no control over. The issue with retrospective changes is now noted in the text as it was not something we had thought to be an issue before – see text at the end of this response. It has not changed any of the main conclusions of this work.

We have submitted a pdf of our response to both reviewers including new figures and other changes which includes colour-coding so that you can easily see changes made to the relevant sections of text. Please note that the figures have lost quality during pdf conversion. Please see this supplement pdf for a full response as the following is not colour coded.

Specific comments: 1. Fig. 10a shows small differences between this and other similar products, including some without homogenization (e.g., Dai 2006). Does this mean the surface q data are relatively homogeneous and the adjustments made in this analysis have only small impacts? It would be nice if you can compare global and regional time series of q from the cases with and without the homogenization, and make some comments regarding the impact of the adjustments on regional and global q trends.

This is a really good point. We have now added time series and trends for the major regions (Globe, Hemispheres and Tropics) to Figure 5. Please note these trends and uncertainty ranges differ very slightly from those shown in Figure 10 which have been calculated using the monthly series. Figure 5 shows that the homogenisation process has made little difference to the regional averages. Without any benchmarking of the homogenisation it is difficult to assess robustly whether or not the homogenisation process has done a good job. However, the consistency of the story across regions and reasonable comparisons with temperature (shown later) suggest that the homogenised data are reasonable. Hence, as there isn’t very much difference between the raw and homogenised data we could conclude that the data are relatively homogeneous. It is clear that inhomogeneities in the raw data are not large enough to introduce any...
spurious long-term trends when analysed over large scales but individual stations may contain large errors that have been smoothed over by the averaging processes. We have updated the text around Figure 5 and also Figure 10, which now shows regional averages for HadISDH verses the other data products. This shows that agreement is less good away from the Northern Hemisphere. Please note that Figure 5a now shows the ratio of trends in the raw data to those in the homogenised data so the reader can see clearly where the trends are similar/very different and importantly where they are not of the same direction. The text has been adjusted as follows:

Section 3.2: “Figures 5 a to c show trends in the data before and after homogenisation. There is generally good agreement with 87.2 % of gridboxes being of the same sign (drying or moistening) in both the raw and homogenised data (Figure 5a and b). However, it is clear that the raw data show trends of a slightly greater magnitude (both wetter and dryer) than the homogenised data (Figure 5c). In terms of the large-scale average, homogenisation appears to have very little effect (Figure 5 d-g). The trend for the Northern Hemisphere is very slightly smaller after homogenisation and the trend in the Southern Hemisphere is slightly larger. The largest differences in the time series occur for the tropics and Southern Hemisphere. This is likely an artefact of the low spatial coverage here compared to the extra-tropical and mid-latitude Northern Hemisphere, where averaging over many stations can moderate the effect of changes to a few stations. Furthermore, the tropics include some of the largest magnitude adjustments. The fact that changes are very small on these large scales suggests that seasonal analyses on large scales (not presented here) may be reasonable despite the lack of seasonally varying homogenisation. However, we urge care when analysing over smaller regions, individual gridboxes and stations, where any remaining inhomogeneity or undesirable effect of applying flat adjustments may be larger. A set of individual stations representing some of the largest changes in trends before and after homogenisation are displayed with respect to the surrounding station network in Figure 6 a to c.”
2. Fig. 10b-e show that the uncertainty associated with the incomplete area-coverage overwhelmingly dominates over the other uncertainties that are a major focus of this study (sections 4.1 and 4.2). I understand that these uncertainty estimates are useful at grid box levels, but they seems to be less important for regional and global trend analysis? If that’s true, you may want to point out that in the Abstract and Summary.

We agree that the station and gridbox sampling uncertainties are small enough to be of little relevance to large scale averages and that this is an important result of the paper. We have taken your advice and added this to the abstract.

Abstract: “HadISDH is in good agreement with existing land surface humidity products in periods of overlap, and with both land air and sea surface temperature estimates. Widespread moistening is shown over the 1973-2012 period. The largest moistening signals are over the tropics with drying over the subtropics, supporting other evidence of an intensified hydrological cycle over recent years. Moistening is detectable with high (95%) confidence over large-scale averages for the globe, Northern Hemisphere and tropics with trends of 0.089 (0.080 to 0.098) g kg\(^{-1}\) per decade, 0.086 (0.075 to 0.097) g kg\(^{-1}\) per decade and 0.133 (0.119 to 0.148) g kg\(^{-1}\) per decade respectively. These changes are outside the uncertainty range for the large-scale average which is dominated by the spatial coverage component; station and gridbox sampling uncertainty is essentially negligible on large-scales. A very small moistening (0.013 [-0.005 to 0.031] g kg\(^{-1}\) per decade) is found in the Southern Hemisphere but it is not significantly different from zero and uncertainty is large. When globally averaged, 1998 is the moistest year since monitoring began in 1973, closely followed by 2010, two strong El Niño years. The period in between is relatively flat, concurring with previous findings of decreasing relative humidity over land.”

Section 5.3: “For the globe, Northern Hemisphere and tropics the uncertainty range is smaller than the overall long-term trend (Figure 10 e-h). Hence we can be confident in the long-term moistening signal shown in the data over these regions. The uncertainty is dominated by the spatial coverage, but the station and sampling uncertainty
will be more important for any analyses on small scales. The coverage uncertainty at the monthly scale (see Figure 13 for annual uncertainties) is largest for the Southern Hemisphere and tropics, where spatial coverage is poorest. The decadal trend estimates (with 95% confidence limits in the median of the pairwise slopes) are shown to be 0.089 (0.080 to 0.098) g kg⁻¹ per decade for the globe, 0.086 (0.075 to 0.097) g kg⁻¹ per decade for the Northern Hemisphere and 0.133 (0.119 to 0.148) g kg⁻¹ per decade for the tropics. The narrow ranges of the confidence limits around the trend increases our confidence in these moistening trends. For the Southern Hemisphere, which includes the drying regions of Australia and South America, the overall signal is of very slight moistening but it is not significantly different from a zero trend at 0.013 (-0.005 to 0.031) g kg⁻¹. The variability and uncertainty estimates in the Southern Hemisphere are much larger than elsewhere. This region has few data compared to the Northern Hemisphere, both because it is mainly ocean and because station density is lower making it harder to identify and adjust for inhomogeneities. Considering these factors, in addition to the known historical changes in the ISD record, we urge caution over Southern Hemisphere trends, which remain unstable with year-to-year updates.

Conclusions: “HadISDH shows widespread and significant moistening across the globe from 1973 to 2012. This is shown to be highly significant and robust to an assessment of uncertainties that for the first time accounts in an explicit and quantified manner for random, systematic and sampling effects on estimates of large-scale specific humidity averages. Moistening is strongest over the tropics. There are a few regions showing a spatially coherent drying signal: southern South America, southwestern USA, parts of south-eastern USA, and parts of Australia, all essentially in the subtropics. There is generally lower confidence in these signals given the spread of the trend range. However, this creates a general picture of moistening wet regions and drying dry regions, consistent with the theory of an intensified hydrological cycle resulting from a warming globe. For large-scale averages, uncertainty is dominated by the spatial coverage component; station and gridbox sampling uncertainties are essentially negligible. Large-scale averages exhibit increasing trends that exceed the
uncertainty estimate for the globe, Northern Hemisphere and tropics, suggesting that the atmosphere above the global land surface is moister now that it was in the 1970s. The moistest year on record was 1998, followed by 2010, two strong El Niño years and concurrently two of the three warmest years on record. A small moistening trend is discernible for the Southern Hemisphere although it is not statistically significant and variability, both month-to-month and annually, in addition to the estimated uncertainties, are large.”

3. Also, Fig.10b-e seems to suggest that the area-coverage are fairly constant since 1973. Is that true? A few maps showing the number of stations with each grid box with monthly q data for select years (e.g., 1973, 1990, 2011) would be helpful.

Figure 1 now includes a time series of station coverage per month from 1973 to 2012 coloured by region (Southern Hemisphere, Tropics and Northern Hemisphere). This clearly shows that station coverage is fairly steady over time. There is a tail-off from 2006 onwards. Having consulted NCDC we have established that they are implementing improvements to the ISD database which may take some time and result in both the addition and removal of some data. This has been noted in the text. We cannot do anything about this other than make a note of these issues and keep up to date diagnostics such as the number of stations available over time. So, thank you for your advice here as we are now much more aware of some of the issues with the annual updating process. The following text has been added to the paper:

“HadISDH improves coverage over North America, where, for HadCRUH, many records were short and fragmented although they actually referred to the same station. ISD has been improved in this regard since the creation of HadCRUH, and the compositing process has helped further. Central Europe and islands in the Pacific are also areas of better coverage than HadCRUH. However, 878 stations from HadCRUH are no longer in HadISDH. In particular there are now very few data for Madagascar, the Arabian Peninsula, Western Australia and Indonesia. This is mostly because of the lack of up-to-date data from those stations reaching the ISD databank through the GTS. This
results in station records being too short to meet the criteria set out above. Hopefully this situation will be improved in future annual updates of HadISDH. In some cases, these stations will have failed to pass the new quality control and homogenisation routines with sufficient data. In a few cases, the compositing process may have resulted in a HadCRUH station having a different identifying number (WMO identifier) in HadISDH. Station coverage, including composites, is shown in Figures 1a and b and a full list is available alongside the data-product at www.metoffice.gov.uk/hadobs/hadisdh. Coverage remains relatively constant over time over both hemispheres and the tropics (Figure 1c). There is a slight tail-off from 2006 onwards for the Northern Hemisphere stations. In part this is due to ongoing updates for known issues with these data so it is expected that 2006+ coverage will improve in the near future (Neal Lott, pers. comm.). Users should note that retrospective changes are made to ISD periodically with the addition of new data or removal of old data to and from existing stations. Furthermore, new stations will be added to HadISD, and therefore HadISDH, as they become available. This will be clearly documented.“

4. It appears that the station data won’t be part of the released data set (p. 14, lines 24-28). Thus, the community will have to rely on the gridded data. The gridding used in this analysis appears to be very simple: a simple average of the station data within a 5deg x 5deg box without searching for nearby stations when few or no stations exist inside the box. This may not be the best approach as monthly surface q (like monthly T) has a spatial correlation distance of â¬±1000km. It would be nice if the station data are included in the released data set, so people can grid the data using other approaches. For many applications, station data (not the gridded data) will be needed.

Thanks for raising this important point. Actually there is no reason why the station data cannot be made available in addition to the grids so we will state this in the paper and make the station data available, on request, from the hadobs website. We have added this to the text.

5. p. 6, lines 24-30: adjustments did not account for seasonal differences in inhomogeneities,
geneities, and thus this homogenized monthly data set may be used best for annual trend analysis, may not be suitable for seasonal trend analysis despite of its monthly resolution. People will likely use it for seasonal change analysis. Should the authors warn such applications in advance? Of course, if the authors do not find major impacts of the adjustments from homogenization, then maybe the data are ok for seasonal trend analysis too?

We did test to see whether adjustments could be applied seasonally by scaling by the annual cycle. However, achieving the precise magnitude of the recommended adjustment over the homogeneous sub-period was not straightforward and we remained unconvinced that what we had done to the data was any more defensible than a flat adjustment. While a flat adjustment is not ideal, it is easy to retain and make available the actual size of the adjustment made. To date there are no feasible automated global scale methods for applying seasonal homogenisation to temperature data, for which methods are far more advanced/tried and tested than for humidity. As a first version product we felt that keeping things simple this time around was preferable. So, in response to your comment, we have not yet investigated the suitability of HadISDH for seasonal analyses. Given that the effect of homogenisation on the large scale trends is small it is quite likely that conducting a seasonal analysis for some regions would be sound. Our advice would be to look at the data in as much detail as possible before drawing conclusions. We have updated the text as follows:

“Figures 5 a to c show trends in the data before and after homogenisation. There is generally good agreement with 87.2 % of gridboxes being of the same sign (drying or moistening) in both the raw and homogenised data (Figure 5a and b). However, it is clear that the raw data show trends of a slightly greater magnitude (both wetter and dryer) than the homogenised data (Figure 5c). In terms of the large-scale average, homogenisation appears to have very little effect (Figure 5 d-g). The trend for the Northern Hemisphere is very slightly smaller after homogenisation and the trend in the Southern Hemisphere is slightly larger. The largest differences in the time series occur
for the tropics and Southern Hemisphere. This is likely an artefact of the low spatial coverage here compared to the extra-tropical and mid-latitude Northern Hemisphere, where averaging over many stations can moderate the effect of changes to a few stations. Furthermore, the tropics include some of the largest magnitude adjustments. The fact that changes are very small on these large scales suggests that seasonal analyses on large scales (not presented here) may be reasonable despite the lack of seasonally varying homogenisation. However, we urge care when analysing over smaller regions, individual gridboxes and stations, where any remaining inhomogeneity or undesirable effect of applying flat adjustments may be larger. A set of individual stations representing some of the largest changes in trends before and after homogenisation are displayed with respect to the surrounding station network in Figure 6 a to c.”

6. p. 3, lines 37-44: Why can’t you define e always with respect to water? Isn’t e in eq. (3) with respect to water?

It is true that the specific humidity is calculated based on the water vapour pressure. However, although the vapour pressure is the partial pressure exerted by water vapour to define the vapour pressure we assume that a wetbulb thermometer has been used. This requires knowledge of whether the wetbulb was actually an icebulb or not to reduce errors in the conversion process. If we assumed that the wetbulb was always above 0 degrees then we may introduce a small moist bias in the humidity data observed during subzero conditions. The assumption that humidity was always observed using a wetbulb thermometer will not always be the correct one but at present we have no way of identifying sensor type on the global scale.

7. p. 4, top paragr.: Why don’t you surface pressure (Ps), which is available at most stations?

Surface pressure is available at the majority, but not all stations. Also, during the QC process we found a number of issues with the station pressure. So to maximise the station coverage for humidity we decided to use derived station pressure using station
elevation and standard pressure. But on revisiting this section (during review) we became aware that use of the standard MSLP (1013.25 hPa) was inappropriate and likely to be introducing unnecessary errors given that MSLP can vary +/- 40 hPa both across the globe and seasonally. Furthermore, our simple equation assuming a change of 1 hPa per 10m was inaccurate. We have investigated a more accurate method, while still avoiding using actual station pressure for the reasons given above. This results in a slightly larger annual cycle in the absolute values, especially in the higher elevation stations, and very small changes to anomalies for occasional months of 0.1 hPa. The station trends were altered by a very small amount, reaching a maximum change of +/- 0.04 g/kg per decade. We have added the following text to explain this new method and have highlighted the sections relevant to justifying not using station P in red:

“A climatological monthly mean station pressure component is used for calculating q. The ideal would be to use the simultaneous station pressure from HadISD. However, this is not always available, or of suitable quality and so we give preference to maximising station coverage with a trade off of very small potential errors. Climatological monthly mean sea level pressure (Pmsl) is obtained from the 20th Century Reanalysis V2 (20CR [Compo et al., 2010]; data provided by the NOAA/OAR/ESRL PSD, Boulder, Colorado, USA, http://www.esrl.noaa.gov/psd/). This is available for 2° by 2° grids and has been averaged over the 1976 to 2005 climatological period to match that used for the humidity data. For each station the closest gridbox is converted to climatological monthly mean station level pressure (Pmst), using station elevation (Z in metres) and station climatological monthly mean temperature T (in kelvin), by an equation based on the Smithsonian Meteorological Tables (List, 1963):

Eq. 6

Using a non-varying station pressure introduces small errors at the hourly level. These will be largest for high elevation stations. For stations at 2000m and temperature differences (from climatology) of ± 20 °C an error in q of up to 2.3 % could be introduced. However, the majority of stations are below 1000m where potential error for ± 20 °C
reduces to ~1 % and then 0.5 % for 500m. We assume that during a month the station pressure will vary above and below the estimated Pmst and so essentially cancel out. Using a non-varying station pressure (year-to-year) ensures that any trends in q originate entirely from the humidity component as opposed to changes in T introduced into station pressure indirectly through conversion from mean sea level pressure. Hence, for studying long-term trends in q anomalies this method is sufficient. However, users of actual monthly mean q should be aware of the small potential errors here.”

8. p. 12, lines 21-23: Could you provide more details on how you derive the certainties for the regionally averaged q values from the uncertainties at each grid box?

We have improved the description of derivation of regional uncertainties from the grid-box scale and also added a description of how we compute annual regional uncertainties as these are now shown in the new Figure 13 comparing temperature with HadISDH in response to a comment from Reviewer 1. We have added the following text:

“To explore the uncertainty over large-area averages (Sections 5.3 and 5.4) the spatial coverage uncertainty is estimated and combined with the station and sampling uncertainties, after Brohan et al. (2006) for the globe, Northern Hemisphere, tropics and Southern Hemisphere. As the spatial coverage of the gridded data is not globally complete and varies from month to month, this uncertainty needs to be accounted for when creating a regional average time series. To estimate the uncertainties of these large-area averages, which are based on incomplete coverage, we use the ERA-Interim reanalysis product due to its good agreement with the in situ surface humidity (Simmons et al. 2010). For each month in the HadISDH q anomalies, the ERA-Interim q anomalies from all matching calendar months are selected (i.e., for a January in HadISDH, all Januaries in ERA-Interim are selected). The ERA-Interim fields are then masked by the spatial coverage in HadISDH for that particular month and a cosine-weighted regional average is calculated. The residuals between these masked averages and the full regional average are then calculated. From the distribution of these residuals the
standard deviation is extracted and used as the spatial coverage uncertainty for that HadISDH month in the regional time series. The sampling and station uncertainties are estimated from the individual sampling and station uncertainties for each grid box, and then combined with the overall coverage uncertainty for the region in question. On a month-by-month basis, the sampling and station uncertainties from each grid box are treated as independent errors, and so the regional sampling and station uncertainty is the square-root of the sum of the normalised cosine-weighted squares of the individual grid box uncertainties. Individual components (station, grid box sampling and spatial coverage) are also treated as independent, and so root-sum-squared as appropriate to obtain the final $2\sigma$ uncertainty on the area average time series.

To obtain the annual uncertainties, the autocorrelation of the different uncertainty components needs to be accounted for as well as possible. The sampling uncertainty is treated as uncorrelated between months in Brohan et al. (2006), and so each of the uncertainties is independent, and the annual sampling uncertainty is the root-sum-square of the monthly uncertainties, normalised by 12 to account for the number of months. The station uncertainty, however is treated as completely autocorrelated, and so the annual station uncertainty is the mean of all 12 monthly uncertainties. For the annual coverage uncertainty, the comparison between ERA-Interim and HadISDH $q$ fields is repeated for annual averages (as for monthly). The three individual components are then combined as described above. We note that the treatment of the station uncertainty as completely autocorrelated, and the sampling uncertainty completely uncorrelated is an approximation, as these uncertainty components are themselves combinations of separate estimates of the uncertainty from different sources. The climatology component (Eq. 7-10) for example, although uncorrelated between months, is correlated across years (i.e., January to February is uncorrelated, but January in year 1 to January in year 2 is correlated).

9. It is unclear whether grid boxes without observations for individual months will have values (of climatological data), like in CRU TS data sets. It is best to assign a missing
data code to these boxes because may users will take the climatological values as real observations.

There has been no interpolation over gridboxes that do not contain stations so HadISDH climatologies remain gappy because we have only used climatologies from the stations included in the HadISDH dataset. We have now noted in the text that the presented climatologies are simple averages of the stations present in the gridbox rather than trying to represent the ‘true’ climatology of the region within the gridbox. For example, where a gridbox contains complex topography the gridbox climatology will be biased to the sampled stations only rather than attempting to interpolate to the mean elevation of that gridbox. The following text has been added:

“Gridbox estimates (for all quantities) use only stations within the gridbox, all weighted equally: there is no interpolation of information from surrounding gridboxes or accounting for any elevation sampling bias (Brohan et al., 2006; Jones et al. 2012). Both the absolute values and the anomalies relative to the 1976-2005 reference period are gridded in addition to the monthly climatologies calculated over the reference period. The standard deviation of all contributing stations is also given for each gridbox month, providing an estimate of gridbox variability. Where only one station contributes, an arbitrarily large standard deviation of 100 is given so that these can be easily identified. Station numbers for each gridbox month are also recorded.”

Please also note the supplement to this comment:

Interactive comment on Clim. Past Discuss., 8, 5133, 2012.